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Abstract: 

Effective network management often requires considerable expertise, to interpret large amounts of data and to make 
quick decisions that will fix faults or improve peiformance. The pool of experienced network managers is small. The 
knowledge required is considerable and continually changing. Opportunities exist for Artificial Intelligence techniques 
to improve the quality .ofnetwork management. This paper looks at what has already been done to incorporate Artificial 
Intelligence into network management. It evaluates the usefulness of individual AI techniques to the network management 
area by evaluating existing and proposed cases of AI in network management. This is done in the hope of identifying the 
current challenges to be overcome in order to use AI to obtain better network management tools. 

1 Introduction 
Computer networks are important to the effective 
management and operation of enterprises. Networks 
consist of many heterogeneous components that can all 
fail. To provide the required level of service therefore 
necessitates management systems (human and computer-
based) that can quickly detect faults and make appropriate 
changes to network configuration. As a means to 
achieving this, masses of data accumulates rapidly from 
polling of network equipment. This is an example of 
network management. 

Effective network management often requires considerable 
expertise, to interpret large amounts of data and to make 
quick decisions. Applied AI techniques therefore seem 
natural candidates for solving network management 
problems. 

The purpose of this paper is to aquaint the AI community 
with a potential field of application. We first briefly 
outline the state of the art in network management. This 
section is by no means comprehensive - it is intended to 
provide a glimpse of what problems have been solved. We 
discuss a priori reasons why AI techniques may be suitable 
in the domain of network management. The bulk of the 
paper then presents a survey of AI applications in network 
management, categorised by AI method. We conclude 
with a discussion of outstanding research problems at the 
intersection of network management and AI. 

2 What is Network Management? 
2.1 Functional Areas 

Traditionally, network management has been categorised 
into a set of functional areas. The following ·is a typical 
taxonomy [15]. 

• Fault~anagement 
• Performance .Management 
• Administration 
• Planning 
• Security ~anagement 

The OSI ~anagement Framework uses the term 
configuration management instead of planning; and 
accounting management instead of administration [8]. 

Faults can occur in hardware or software components of 
networks. Fault management consists of detection of the 
fault, diagnosis of the source of the fault, and recovery 
from the fault [ 16]. A fault in a single component can 
manifest itself in many different places. This makes 
location of the fault difficult. 

There are a number of criteria for measuring network 
performance. Users of a network are interested in metrics 
such as throughput, delay and error rates. The network 
provider is also concerned about network utilisation, i.e. 
optimising the use of network resources. The overall aim 
of performance management is to monitor and control the 
network so as to provide the required Quality of Service 
(QoS) to the maximum number of users. Clearly, 
performance management and fault management are not 
independent functions. 

Configuration involves collecting operational data and 
changing operational parameters in order to set up, close 
down or change the function of components of the network 
[8]. Planning encompasses slightly more than this. It 
includes the original design of a network and its 
subsequent redesign to meet changing criteria [24]: We 
use this broader definition in this paper. Administrative 
functions include routine matters such as billing, 
budgeting, adding and removing users from the network 
[20]. Security covers many areas, including management 
of authentication, access control and encryption 
mechanisms. 

It is fair to say that the functional areas of planning and· 
fault management are the · most mature in terms of 
pervasiveness of management solutions. Performance 
management and security management are currently quite 
immature with respect to stated aims. · 

2.2 Standards 

To date one of the most serious problems faced by 
organisations using networks has been the proprietary 
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nature of most network management solutions. 
Potentially, every device on the network has its own 
management system, which in turn has its own particular 
way of polling and representing information to the 
manager. Management systems for different devices 
generally do not intemperate. 

The initial goal of network management standardisation 
activity has been to provide a consistent infrastructure for 
the access of low level management information - the so-
called "instrumentation" infrastructure [20]. 
Unfortunately, standardisation has occurred in two 
different international arenas. 

2.2.1 SNMP 

figure 1: Management with SNMP 

Simple Network Management Protocol (SNMP) is the 
generic term used to identify network management 
standards developed by the Internet community. SNMP 
embodies a Manager-Agent paradigm (although, this has 
been extended in SNMP Version 2). Management 
applications use the services of a Manager, which 
communicates using a standard protocol (SNMP) with 
agents. There is an agent for each managed system in the 
network. Agents encapsulate the actual devices being 
managed (multiplexers, routers, links, etc) as Managed 
Objects (MOs), which define the information and control 
actions available. The set of M Os accessible to a Manager 
is called a Management Information Base (MIB). 

SNMP assumes a connectionless service - loss of packets 
can occur undetected. The Manager uses periodic polling 
of Agents to obtain management information. SNMP is 
simple: it aims to minimise the amount of management 
functionality required of agents. 

2.2.2 OSI Network Management 

In competition with SNMP, ISO (International Standards 
Association) has developed a comprehensive set of 
network management standards applicable to the OSI 
(Open Systems Interconnection) suite of protocols. OSI 
also utilises a Manager-Agent paradigm. Managed objects 
are again used to represent resources, but are in this case 
abstract views that make more use of object-oriented 
concepts. This allows more generality, but results in 
significant development effort to produce the required 

agents. The management protocol is the Common 
Management Information Protocol (CMIP), which is 
likewise more complex than SNMP. CMIP is connection-
oriented and event driven, so does not need to rely on 
polling. 

The parallel developments of SNMP and OSI Management 
have generated one of the many "protocol wars" that have 
bedevilled the computer communication community. OSI 
is the preferred strategy of Telco's. Its greater functionality 
and generality makes it more suitable for complex network 
devices such as routers, hubs and switches. However most 
device suppliers, particularly in the LAN market place, 
have adopted SNMP more quickly because of its greater 
simplicity. This has lead to SNMP being the platform of 
choice in many corporate data networks. 

Much research is now focusing on integrating SNMP and 
OSI (9]. One approach to this is the development of so-
called Integrated Management Platforms. 

2.3 Integrated Management 

A major aim of Integrated Management is to hide the 
differences that may exist at the level of instrumentation, 
e.g. between SNMP, OSI and proprietary systems. This is 
typically done by providing a common set of Application 
Programming Interfaces (API) to management 
applications. Thus an integrated management platform 
will form a layer between management applications and 
the Manager system at the instrumentation level. 
Integrated platforms may also provide tool kits such as 
graphical user interfaces for the representation of 
management information. This provides the (human) 
manager with a consistent look-and-feel for information 
that may have been obtained via different, standard or 
proprietary protocols. 

Examples of such platforms are Cabletron SPECTRUM 
and Hewlett-Packard's OpenView. There is also an 
ongoing activity of the Open Software Foundation (OSF) 
to produce a vendor-neutral, standardised set of integrated 
management facilities termed the Distributed Management 
Environment (DME). These facilities include common 
management functions such as distributed software license 
management. 

Integration may also apply to the unification of network 
and systems management. Network management has 
traditionally been applied to network devices such as links 
and routers. Systems management, i.e. the management of 
computer systems and their sub-systems, has been in the 
domain of the operating system. In a distributed 
computing environment it makes sense to manage all these 
resources from the same management station, in a 
consistent manner. 

3 Management Applications 
3.1 Some Applications in Use 

Unless a management platform provides a set of 
management services, it is the job of management 
applications to actually deliver management hmctionality. 
These applications use the raw data supplied at the 
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instrumentation or platform level via APis. Their purpose 
is to inf.nm the human manager of the state of the 
distributed environment, and to help him/her make 
decisions. 

Older network management tools produced masses of data 
to provide information on the state of the world. This data 
was laboriously scanned by network experts who looked 
for abnormalities and tried to find or predict problems in 
the network. 

There are many more tools now available. Marshal! Rose 
[21] provides a useful taxonomy of current applications 
as: 

• browsers - . simple tools that produce masses of data 
that are used by network managers 

• mappers - 'self-discovery' tools that can summarise 
some of the masses of data, but still rely on network 
managers providing the solutions. 

•thinkers - Rose considers that there are very few 
tools that try to produce solutions to problems. 

Rose feels that most applications have been concentrating 
on 'easy to market', jazzy user interfaces and neglecting the 
underlying network principles that make them useful. 
However, platforms like Spectrum do provide tool kits that 
allow users to extend or fine tune its capabilities, such as 
by embedding knowledge of the network. 

For network planning, linear programming applications are 
excellent for determining optimum configurations for a set 
of resources and constraints on these resources. They can 
be used to plan optimal performance and utilisation. 

Simulators seem to be quite prolific and effective. 
Commercial simulator packages such as Coronet and 
OPNet have the capability of assembling simulated 
networks from both standard components and user 
specified components. Using these simulated networks, 
traffic patterns and error conditions can be continually 
altered and the effects on the network performance 
observed. 

3.2 Limitations 

Network simulation packages and linear programming 
applications require users to have considerable knowledge 
of networks. They are useful for network planning, but do 
nothing to help manage instantaneous faults and 
performance, i.e. they are not suitable for real-time and 
distributed systems. 

Well designed, consistent graphical interfaces can make an 
application easy to learn and use. Thus it will be easier to 
train new network managers using such tools. However, 
this does not eliminate the need for network managers to 
be trained • in the underlying principles of ·managing 
networks [3]. 

Because of varying management policies, each computer 
network is unique. Network management applications use 
generalised solutions rather than solving the specific 
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problem [24]. Overall, current network mana;gement 
applications seem to be adding to the expertise that 
network managers need to have. 

4 A Case for Artificial Intelligence 
The generic network management scenario is that humans 
need to be able to solve problems that require many 
complicated decisions, based on considerable amounts of 
information. These decisions must often be made quickly. 
At present this requires someone with substantial 
experience. 

The achievements of artificial intelligence in network 
management are "solid and demonstrable" [15: p.187]. 
There are many reasons why methods using artificial 
intelligence are required,[15] including: 

• Complexity of Networks. 
• Rarity of Skills. 
• Slow Human Reaction Times. 
• Non-standard Network Layouts. 

Further reasons particular to distributed real-time systems 
are [11]: 

• Differing Control Methods. 
• Real Time Control. 

Often, network management systems are knowledge 
intensive [16]. It is for these types of systems that artificial 
intelligence techniques have been designed. 

5 Artificial Intelligence Methods in Use 
Artificial intelligence methods being used for network 
management problems can be divided into three classes: 

• The first class is primarily concerned with high 
level complex tasks of network planning, design, 
maintenance and configuration. Rule-based 
systems, model-based reasoning, case-based 
reasoning fall in this class. 

• Distributed artificial intelligence is necessary for the 
global management of geographically distributed 
network components. Each local network 
management system could be using any method 

. from the first class. 

• The third class utilises genetic algorithms and neural 
networks to perform lower level tasks that are useful 
in reducing the search space of large knowledge 
bases. These techniques could be used within the 
first two classes. [ 17] . 

s~ 1 Rule-Based Systems 

Rule- based systems are well suited to the tasks involved 
in·· fault management. To help network managers 
determine where and why faults are occurring, a large 
volume of data is generated by each network compo)lent. 
Expert systems are well suited to sifting ·through large 
volumes of data and presenting summaries or advice to 
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network managers. Many telecommunications providers 
are already using rule-based systems to diagnose, isolate 
and repair faults in their networks so as to relieve 
congestion during peak traffic periods [11]. 

Planning and network design is another suitable 
application. Experts are required to have an extensive 
amount of knowledge about both networks and the large 
number of commercial support products available. This 
knowledge is rapidly and continually changing. In 
addition, the design of a network is constrained by user 
requirements for reliability, availability, response time, 
security. Documented procedures for designing local area 
networks solve only parts of the overall problem, yet the 
final solution needs to be universally optimum within 
individual constraints [4]. 

What is needed is an automated expert that contains the 
knowledge required to do most of the simpler tasks and 
gives an explanation of how it came to its decisions so that 
the small pool of experts can concentrate on more 
complicated problems. The explanation facility makes it 
possible for the automated expert to act also as a tool to 
train lesser experienced network designers. 

5.1.1. ELAND - a simple network design tool 

ELAND [4) is a typical rule-based expert system proposed 
as an aid to finding a solution to the problem of designing 
a local area network - to fit user specifications and allocate 
the files for a distributed information system to file servers. 
ELAND consists of three logical parts: 

• user interface 
• control procedure 
• knowledge base of rules 

Simplistically, the control procedure takes requirements for 
the local area network from the user and refers to the rules 
in the knowledge base to determine the final design for the 
local area network. (Figure 2). 

Knowledge 
Base 

user requirements 

requests 101' ange requirements 

Figure 2: Data How for ELAND 

user 
interface 

Intermediate designs are shown to the user with an 
explanation as to why the design was chosen. It may be 
necessary for the control procedure to obtain more 
information from the user if there is insufficient 
information to solve a sub problem. This is done by means 
of questions, in the same way as the initial user 
requirements are determined. 

The control function is divided into three major 
components: 

• system requirements former: formulates user 
requirements system requirements. 

• matcher: finds the commercial product that best 
matches the system requirements. 

• file allocator: allocates distributed files in the most 
efficient manner that still satisfies user requirements. 

ELAND decomposes the knowledge base into structured 
knowledge required to make decisions and unstructured 
knowledge about commercial products. The former is 
hierarchically structured so that each problem can be 
broken down to a number of sub problems that can be 
solved independently. Domain dependent metarules are 
used to rank sub problems in order of importance. This 
helps to avoid time-consuming backtracking. Knowledge 
about commercial products is kept as facts relating a 
product with system requirements. This section of the 
knowledge base is intentionally unstructured to allow new 
facts to be added easily. 

Advantages: 

ELAND uses a standard prolog shell that is claimed to be 
easy to use with a rule base that is easy to modify. This is 
essential in an area that is rapidly changing. 

The explanation facility aids the user in making a final 
decision and is a useful tool to train new staff. 

Problems· 

Although the sub problems of network design are often 
independent, there are dependencies such that choices 
made in later sub problems lead to rejection of earlier 
solutions. This is overcome by prolog's inbuilt 
backtracking mechanism. However, in a large rule base, 
progressively itemting the many possible combinations can 
be quite time consuming. An attempt to solve this is made 
by using metarules to rank sub problems into an order to be 
solved according to user requirements. 

Generally, rule-based systems have limitations in the 
following areas[ll]: 

• experience-based knowledge. Knowledge that is 
largely experience based cannot always be derived 
from a fixed set of rules. 

• high rate of change. To ensure current expert systems 
are kept abreast with the rapidly evolving network 
technology, continual maintenance is needed to update 
the rule base. 

• real-time response. Most networks are required to 
respond to user requests rapidly. Large rule bases that 
need to be searched for both information and control 
procedures that determine what to do with the 
information can have adverse effects on response time. 
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• "Brittleness".[l6] A system often fails to solve a 
problt;m that the embedded rules do not cover. Thus 
expert systems still need to interface with users and 
give good explanations about why they have come up 
with a particular solution. 

5.2 Fuzzy Reasoning 

Although there are many rule-based systems being used f?r 
fault management, simple rule-based systems as used m 
ELAND are often not quite sufficient to satisfactorily 
diagnose faults. Fault alarms can be generated by 
individual component failures, or when a component 
metric crosses some threshold In a complex network, a 
particular fault can result in alarms from other components. 
It becomes the problem of the network manager to 
correlate seemingly unrelated alarms to determine the 
primary source of the alarms and thence the location of the 
maiD fault. Alarm messages need to be transmitted to the 
network manager. These messages can be delayed or not 
sent because of complete failure of a component [12]. 
There needs to be a way of expressing this uncertainty of 
the reason for a combination of alarms being received. In 
some cases delaying decisions on what is causing a fault 
can result in severe deterioration of performance of the 
network. To be told the most likely cause of a fault can 
often be more use to an experienced network manager than 
knowing the precise reason too late. 

Fuzzy logic can also be employed in . d~tec~on and 
correction of network performance deftctenctes [16]. 
Precious time is saved when there is no need to match rules 
exactly. Original rules can even be set-up in an imprecise 
form that can easily be adjusted manually as network 
requirements change, or automatically by machine le~g 
techniques such as neural networks. Numencal 
uncertainty values can be combined t'? show overall 
certainty of information from different parts of the 
network. The measure of uncertainty (or belief) that a 
particular component failure has caused the observed 
alarms can be used within a hypothesis-test strategy. If the 
belief that a particular component is faulty is sufficiently 
high, it can form a hypothesis that can then be tested by 
requesting appropriate confirmation information. Results 
of tests can increase or decrease the uncertainty measure. 

An analysis of an expert system using fuzzy logic to 
diagnose performance problems in SNA networks found 
many problems were successfully diagnosed and useful 
solutions proposed. [2] 

5.2.1 Incorporating Fuzzy Logic in Fault Diagnosis 

To incorporate uncertainty into fault diagnosis systems 
[12], 'network events' are defined as changes in the state of 
network objects. Events can be 'evidenced' if appropriate 
alarms have been generated or 'hypothetical' if they are 
deduced from evidenced events or other already deduced 
hypothetical events. Hypothetical events carry a measure 
of their uncertainty and are further divided into 'causing' 
and 'caused' events. Events are put through a pattern 
matching procedure and causation relationships determined 
according to .which events match. 
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Matching · hypotheticai · causing events _gives more 
information for fault diagnosis. Matching hypothetical 
caused events aids prognosis. · Using both graph and 
statistical theories, beliefs can be modified on the basis of 
extra evidence and resultant ·low beliefs eliminated to 
allow faster correlation of remaining events. Events are 
clustered according to their time stamps, such that out of 
date clusters can also be eliminated if they offer no new 
information. Thus network faults can be isolated. 
Backward inference of causing events to the root of this 
tree should be able to determine the primary fault; forward 
inference of caused events can discover faults not yet 
reported. 

Beliefs can be translated to interpretations of whether a 
hypothesis is true, false or somewhere in between. With 
these suggestions, the network manager can decide on 
appropriate tests to be performed to confirm beliefs. 

Adyanta~es: 

• Rather than flooding the network manager with raw 
alarms, a diagnosis along with an expression of 
confidence in the diagnosis can be conveyed to the 
network manager. 

• Unreported network component failures or impending 
failures are often detected, as the combined inferences 
from many minor events can eventuate in a high 
probability of a particular fault occurring. 

• A capacity for some elementary learning by the 
computer system in a stable system so that all rules do 
not have to be initially determined or later modified 
by experts. 

• Compared to ordinary rule-based systems, more faults 
are detected correctly and less rules are required to be 
initially acquired by the system. 

Problems: 

• Initial determination of uncertainty measures and the 
network rules that model the propositions depend on 
the type of expert advice that is difficult to obtain. 
Often, it is not easy for experts to convert their 
knowledge to the type of rules needed by this system, 
although it is easy to determine what is meant by high 
/low performance. 

• Despite a capacity to learn about a stable system, most 
computer networks do not remain in the same 
configuration for long. With new components being 
added and a continual stream of new technology for 
both hardware and software becoming available, 
networks are continually changing. Only to a limited 
extent can the expense of using skilled network 
managers to set up and continually modify rule bases 
be justified. 

5.3 Case Based Reasoning 

Although fuzzy logic simulates ·the way humans modify 
their beliefs in why certain events occur, it cannot fully 
simulate the broad based experience or 'gut feel' that 
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contributes to solutions provided by human experts. 
Model-based and case-based reasoning are two current 
methods of simulating human reasoning. 

When there is insufficient (in contrast to uncertain) 
information to make a correct decision model-based 
reasoning is a means of obtaining the 'best solution' from 
the available information [11]. In the area of fault 
diagnosis, it compares observations on behaviours of 
network devices to the observations of a predicted working 
model to determine device defects. The assumption being 
made here is that the working models are correct. 
Although individual network components can be modelled, 
it is difficult to model complete networks consistently as 
the different combinations of components can have widely 
differing interactions. XDE, MOMO and DANTES are 
three model-based reasoning systems used for fault 
management [14]. 

In a fault management system using case-based reasoning, 
the cases are descriptions of how to recognise, fix and 
observe particular faults [ 11] and are built up from past 
experiences. NETTRAC (Network Traffic Routing 
Assistant using Cases) [11] takes performance data from 
switches, determines abnormal states and makes plans to 
alleviate the problems. Cases that give the required 
descriptions are indexed according to the crucial features 
that would most likely solve the problem. 

5.3.1 CRITTER - CBR and Fault Resolution 

Trouble tickets [16] have a structure very much like a case 
and so are natural candidates for using with case-based 
reasoning. A trouble ticket is a summary of a particular 
network fault and remains in existence until the fault is 
resolved when it becomes a case history to be used in the 
resolution of future faults. CRITIER has been designed to 
add case-based reasoning for fault resolution to 
SPECTRUM, a network management package. 

CRITTER uses past resolved trouble tickets to form the 
case library. The problem is also in the form of a trouble 
ticket. The problem trouble ticket is matched only by 
relevant attributes - those that will be useful in solving the 
particular problem. A match occurs with the case in the 
library that matches most of the relevant attributes. 
CRITTER automatically refines these rules as the system 
learns, so gradual changes in the network are 
accommodated. 

• It has the capability of learning (by case acquisition). 
A case-based system thus can gain experience in the 
same way as network managers do. 

• As cases do not need to match exactly, it is useful in 
evolving networks or where information is missing or 
difficult to obtain in sufficient time. 

•Less passes through the system may be needed, 
because exact matching is not required, compared 
with the several levels of backtracking that can occur 
with rule-based systems [11] 

Problems: 

Although it generally takes less time and less pre-
determined rules for a case-based reasoning system to 
reach a decision, incorporating this intelligence can still 
involve tradeoffs with performance. 

Case-based reasoning can adapt to meet the new 
requirements of a gradually changing environment, but the 
capabilities of new network components still need to be 
learned. Only some problems can be easily adapted. 

5.4 Distributed AI 

Most network management systems have a single control 
point that gathers all the required information to diagnose 
faults and control performance. Networks to-day can 
consist of components from many different vendors. Often 
each sub network has its own network management system 
that can successfully look after its own domain but is 
oblivious to how other subnets are affecting its own. 
Unless operational decisions are made as close as possible 
to the fault location, performance of the network will 
suffer.(7] Such a system could perform continual 
monitoring of the network status and report failures to a 
central management where a general control procedure 
could be employed to monitor all such components. 

In reality networks are heterogeneous and distributed. To 
satisfy a user's request at one site, data may need to be 
communicated via several different types of networks 
located at different sites. Thus networks consist of both 
functionally and geographically different components. 

Network management can in fact be a collaboration of 
many experts each solving problems in their own area of 
expertise. Distributed artificial intelligence models this 
behaviour by providing agents that solve problems using 
localised data and expertise but still communicate with 
other agents [19]. Figure 3 shows a typical scenario. 
Communication is necessary to pass information on to the 
next agent in the chain when the overall problem consists 
of several steps. It is also needed when each agent is 
pooling their resources to solve the one problem. Agents 
in separate locations can have information that will help 
solve another agent's local problem. 

Figure3 Rahali, 1991 

Two examples of distributed artificial intelligence are: 
TEAM-CPS [26] which takes a distributed environment 
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and adds some centralised control; Distributed Big Brother 
(23] ·which looks at distributing control in a previously 
centralised systt?m. 

5.4.1 TEAM-CPS- Agent Programming in Network 
Control 

TEAM-CPS (Testbed Environment for Autonomous 
Multi-Agent Co-operative Problem Solving) is a testing 
facility for applying a framework for multi-agent problem 
solving to the domain of distributed customer network 
control. It is an ongoing project being developed by GTE 
laboratories [26]. GTE supplies leased lines to customers 
who use these lines to extend their local networks to other 
geographically separated local networks. The public and 
heterogeneous private networks then form the one 
network that can have several sub networks as in figure 3. 
Distributed customer network control encompasses agents 
responsible for public and ·hybrid private network facilities 
and traffic management. Each of these agents have 
different views and models of the one network and their 
own tools and knowledge to solve local problems but must 
collaborate to reach a mutually acceptable solution in times 
of congestion or other similar problems of a global nature. 

Each agent in TEAM-CPS is autonomously involved in 
local traffic control and facility management, but is 
sometimes solving different aspects of the same global 
problem. TEAM-CPS is intended to give users real-time 
control of the services and access to information about the 
state of the public network they are leasing. 

5.4.2. Distributed Big Brother - DAI and Performance 

Distributed Big Brother [23] is a distributed network 
management system that attempts to increase performance 
by distributing low-level management tasks to local agents 
but maintains central control to alleviate the job of the 
human network manager It consists of identical 
autonomous local agents that can manage individual sub 
networks yet still maintains central control by electing a 
hierarchy of LAN managers that are then managed by one 
overall manager (Figure 4). This system uses the 
principles of parallel processes, contract formation, 
election for role assignment and hierarchical control to 
split and overlap the work load. The Lan managers are 
elected from the set of group managers who all have the 
capability of performing manager tasks. 

Figure 4: Hierarchy of LAN Managers 

This provides robustness in the system as the failure of a 
manager means a new election can provide a new manager, 
which is usually the agent currently with the least load. 
Each agent ( group manager ) is capable of collecting local 
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information such as · status, CPU load for each host on its 
sub network plus information on connected routers. Group 
managers convey their primary information to LAN 
managers who collate the information . of all Group 
managers under their control. LAN managers relay this 
collated information back to the Group managers under 
their control and on to the Top manager, which performs a 
similar collation of information. Artificial intelligence is 
provided by If .. then rules to allow detection of 
performance problems but does not yet tackle the more 
difficult problem of fault diagnosis. 

In performance trials comparing Distributed Big Brother 
with its centralised equivalent, improvement in 
performance was measured by comparing the age of the 
data presented to the human operator. When two LANs 
were controlled by two Group managers per LAN the age 
of the data dropped from 42 minutes to 24 minutes. The 
addition of another Group manager for each LAN resulted 
in the age of the data further dropping to 14 minutes. 

Advanta~:es: 

The use of local agents allows the gathering of low-level 
data to be split into several identical processes that can 
work in parallel and so affect time efficiencies. Robust 
global control with little loss in efficiency is attained by: 

• a hierarchical structure that allows lower levels of 
control to also run in parallel. 

• a dynamic· means of electing managers from those 
agents with the lowest load. 

• all agents being capable of management tasks. 

Problems: 

All agents have the same capabilities and are using the 
same management system. The common problem of 
heterogeneous management systems has not been 
addressed. 

As simple rule-based methods have been used, the system 
inherits the disadvantages of these systems. 

5.5 Neural Networks 

Neural networks can detect gradual changes in network 
operation such as changing traffic patterns, performance 
degradation and potential routing problems. However, 
they are most useful in the low-level tasks of accessing and 
maintaining the knowledge base that is being used within 
other high-level artificial intelligence techniques as those 
already mentioned. 

Neural networks have been used extensively in early 
prototypes for the detection and isolation of faults. Uses 
include experiments on distinguishing voice traffic from 
data traffic [25]; investigations into how neural networks 
can regulate traffic loads to meet performance 
requirements in broadband ATM networks [5]; 
configuration of maps for satellite communications [1] and 
to help diagnose faults in a real-time network and suggest 
appropriate remedial actions [22]. 
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5.5.1 ITRULE ·Pattern Matching and Rule Generation 

ITRULE generates new rules for a knowledge base and 
models reasoning using these rules [10]. It has been used 
to summarise data from a trouble ticket database to provide 
statistics on the time taken to detect, isolate and repair 
faults in order to provide an explanation tool on bow faults 
are repaired. This is used as a training aid for human 
managers trying to learn fault management for a new 
system. It has also been used to correlate network alarms 
to give a real-time snapshot of the main current network 
problems. This was done in order to 'learn' the applicable 
rules to be incorporated into higher level expert systems. 

Advantages: 

Neural networks provide a generalised, efficient, robust 
means of: 

• setting up a specific set of rules for a high level 
expert system 

• summarising rule-bases in order to fmd rules that best 
match a particular pattern 

They have the potential of automating the acquisition of 
knowledge in establishing new rule bases and so relieve 
experts of what is often an onerous, difficult and not 
completely accurate task. 

They are suitable as an efficient means of selecting 
optimum solutions from a large space of solutions and as 
such can form this task within other expert systems. 

They are capable of learning gradual changes. 

The algorithms used for neural networks can be 
standardised so that regardless of the network domain a 
common routine can be used. 

5.6 Genetic Algorithms 

Genetic algorithms [18] are efficient search mechanisms 
for selecting the best solution from a large solution space. 

5.6.1 IDA-NET- Network Configuration and Training 

IDA-NET [18] (an intelligent decision aid for battlefield 
network configuration) is a research prototype expert 
system that has been successfully used to train network 
military planners in communication network configuration 
in battlefield situations. IDA-NET solves the given 
problem, then compares its solution to that of the student. 
It will instruct the student on beneficial changes to any 
inferior solution with the objective of promoting student 
learning. It will also give hints at various stages of the 
student design process and identify student misconceptions 
that could lead to later faulty connections. Thus the system 
needs to evaluate incomplete configurations to ensure they 
can lead to a satisfactory solution as well as evaluating the 
fmal solution. 

The expert module contains two separate genetic 
algorithms- GAl and GA2. GAl fmds the best solution to 
the problem of determining the list of network components 
that would best suit the mission requirements. The number 

of different possible configurations is N! where N is the 
number of network components which is often over 40 in 
military situations. It is not possible to use ordinary 
methods to evaluate each possibility and determine the best 
solution. The GAl algorithm allocates different penalties, 
according to the degree of contradiction to various goals 
for each component used. The penalties are combined to 
form the fitness of each solution. The goals encapsulate 
the expertise and experience of army instructors and the 
known limitations of the available components. GA2 fmds 
the best locations for the selected components with respect 
to the terrain, the need for line of sight between nodes; 
component capabilities, army rules and knowledge 
concerning the location of the enemy. 

Advantages: 

Genetic algorithms are used often along with other expert 
system methodologies as the low level method of finding a 
good but not necessarily the best solution from a large set 
of possible solutions. The time taken to exhaustively 
search and evaluate each solution is considerably reduced. 

There is a limited means of adaptation to a changing 
environment as mutations that are not strong will not 
survive. 

Problems: 

Learning is limited to accidentally finding a permutation 
that better fits the pre-specified objectives. There is no 
testing facility as in case-based reasoning to evaluate the 
new solution. 

6 AI in Telecommunications 

Expert systems are currently well established in the area of 
fault management, especially in telephone networks where 
the problem domain is well-known and contained. It is 
here that large volumes of data need to be examined by 
experts in order to isolate the location of a fault. Artificial 
intelligence is used in fault management for switch 
diagnosis, cable analysis, satellite communications and 
real-time trouble shooting in the telecommunications area. 
COMPASS - Central Office Maintenance Printout 
Analysis and Suggestion System analyses the ·masses of 
data produced by telephone ·switches and suggests when 
maintenance tasks need to be performed to ensure 
optimum performance of the network. The system is 
relatively maintenance free as few changes are made to 
switches once they are in place. It continues to learn by 
recording histories of fault patterns in order to better 
predict the correct reason for future faults. MAD 
(maintenance adviser) and SMART (switch maintenance 
analysis and repair tool) are also used. GEMSTIS uses 
model-based reasoning to find faults in communications 
networks and assign an appropriate repair team to the 
problem. NTC (network trouble-shooting consultant) uses 
fuzzy reasoning techniques to interpret analyses on 
DECNET and Ethernet networks interactively. ITEST 
automates switch testing procedures. Finding faults within 
cables is aided by ACE and PROPHET which examines 
patterns produced by test data from cabling installations. 
Likely bad sections of cable are retested. Using these 
results and rules from the knowledge base, a prioritised list 
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of bad sections of cable is produced according to the 
seriousne:;s of the problem and the number of potential 
users affected.[6] 

Several expert systems address performance issues. 
Net/Adviser uses an expert system, Net/Command to 
monitor the status of real time networks and suggest 
changes that could improve performance. NEMESYS uses 
its in-built rules on optimising performance to fight 
network congestion, while NEMOS suggests rerouting 
actions to avoid potential congestion. KONFIX configures 
complex PBXs, produces plans and a list of materials that 
is automatically transferred to the factory. Northern 
Telecom utilises ECM (engineering change management) 
to document and aid the approval process for making 
design changes. A US company is using artificial 
intelligence methods to keep rules on normal usage 
patterns for telephone subscribers. This aids in the 
detection of toll fraud and several companies use expert 
systems to aid their sales staff in selling customers 
appropriate communications equipment.[6] 

DANTES and Troubleshooter.[14] are established systems 
that control data communications. DANTES supports the 
incomplete data and multiple unrelated simultaneous faults 
problems of fault management by using model-based 
reasoning. It provides real-time help for network operators 
in detecting and diagnosing faults. Troubleshooter is used 
when a fault has been detected to seek appropriate 
information from limited components of the network and 
make an intelligent decision on the most likely causes of 
the fault. It follows up with a series of tests until the faulty 
component is found. 

7 Conclusion 
Systems currently in use operate in limited, stable 
domains. They are concentrated in well understood areas 
such as circuit switches for voice communications. The 
challenge lies in providing effective network management 
for the rapidly changing, highly heterogeneous corporate 
information networks that are characterised by semi-
autonomous domains of control. 

Disabato [7] offers a plausible solution: individual 
contained network management systems for local domains 
that use a common interface to allow the different systems 
to be integrated using the principles of distributed artificial 
intelligence. As network components become obsolete, so 
would the accompanying local network management 
system Any new components should contain its own 
intelligence with a common interface to the existing 
overall management system. Incorporated local 
intelligence should contain fuzzy logic and neural network 
facilities to cope with incomplete data, efficiently access 
knowledge and be able to learn new knowledge. Case-
based reasoning offers a more adaptive method of 
encompassing the required knowledge. 

Work is continuing on AI methods for the management of 
computer networks, especially in the area of genetic 
algorithms and neural networks. IBM while researching a 
non-artificial intelligence method of event correlation to be 
eventually used for fault detection for heterogeneous 
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networks, is now investigating adding artificial intelligence 
concepts to improve correlation [13]. 

If history can teach any lessons, artificial intelligence 
methods will not solve all network management problems 
and will probably create some different problems. The 
effective management of the ever increasing number of 
small networks has become critical as the limited number 
of experienced network staff cannot meet the require 
demand. More network management systems that can 
'think' are definitely required, especially as networks will 
continue to increase in complexity. 

8 References 
[1] Ansari, N., Chen, Y., "A Neural Network Model to 
Configure Maps for a Satellite Communication Network", 
GLOBECOM '90: IEEE Global Telecommunications 
Conference, pp. 1042-6, December, 1990. 
[2] Bennett, L. and Chou, W., "An Expert System for 
Diagnosing Performance Problems in SNA Networks", 
Network Management and Control, edited by A. 
Kershenbaum, M. Malek and M. Wall, New York,Plenum 
Press, 1990, pp. 221-246. 
[3] Boggs, G. J. and Sullivan, M. A., "The Integration of 
Human and Machine Intelligence in Network Management 
and Control", Network Management and Control, edited 
by A Kershenbaum, M. Malek and M. Wall, New York, 
Plenum Press, 1990, pp. 201-207. 
[4] Ceri, S., and Tanca, L., "Expert Design of Local Area 
Networks", IEEE Expert 5(5), pp. 23-33, October, 1990. 
[5] Chen , X., "Neural Adaptive Congestion Control for 
Broadband ATM Networks", lEE Proceedings 
[Communications, Speech and Vision] 139 (3), pp. 233-
40, 1992. 
[6] Chorafas, D.N. and Steinmann, H., Intelligent 
Networks, Florida, CRC Press, 1900. 
[7] Disabato, C.M .. , "Key Technologies for Integrated 
Network Management", in Integrated Network 
Management Ill edited by H-G Hegering and Y. Yemini, 
Elsevier Science Publishers B. V. (North-Holland), 1993, 
pp. 423 - 434. 
[8] Folts, H.C., "Open Systems Management Standards in 

Network Management and Control", Network Management 
and Control, edited by A. Kershenbaum, M. Malek and 
M. Wall, new York, Plenum Press, 1990, pp. 59-66. 

[9] Gering, M., "CMIP versus SNMP", in Integrated 
Network Management Ill edited by H-G Hegering and Y. 
Yemini, Elsevier Science Publishers B. V. (North-
Holland), 1993, pp. 347-359. 
[10] Goodman, R. and Latin, H., "Automated Knowledge 
Acquisition from Network Management Databases", 
Integrated Network Management,[[ edited by I. Krishnan 
and W. Zimmer, 1991, pp. 541-552. 
[11] Goyal, S., "Knowledge Technologies for Evolving 
Networks", in Integrated Network Management,!! edited 
by I. Krishnan and W. Zimmer, 1991, pp. 439-464. 
[12] Hong, P. and Sen, P., "Incorporating Non-
Deterministic Reasoning in Managing Heterogeneous 
Network Faults", Integrated Network Management,[[ 
edited by I. Krishnan and W. Zimmer, 1991, pp. 481-492. 
[13] Jordaan, J. and Paterok," M., "Event Correlation in 
Heterogeneous Networks Using the OSI Management 
Framework", in Integrated Network Management Ill edited 

Australian Journal of Intelligent Information Processing Systems Autumn 1995 



62 

by H-G Hegering and Y. Yemini, Elsevier Science 
Publishers B. V. (North-Holland, 1993, pp. 683- 695. 
[ 4] Kershberg, L.; Baum, R.; Waisanen, A.;. Huang, I. 
a.td Yoon,Y.,"Managing Faults in Telecommunications 
J1 etworks: A Taxonomy to Knowledge-based Approaches" 
1991 International Conference on IEEE Systems Man and 
Cybernetics, vol.2, pp. 779-784, October, 1991. 
[iS] Kershenbaum, A.; Malek, M. and Wall, M. Network 
Management and Control, New York, Plenum Press, 1990 
[16] Lewis, L. and Dreo, G., "Extending Trouble Ticket 
Systems to Fault Diagnosis", IEEE Network, pp. 44- 51, 
November 1993. 
[17] Muller, C.; Magill, E.H.; Prosser, P. and Smith, D.G., 
"Artificial Intelligence for Resource Management in 
Telecommunications", 4th lEE Conference on 
Telecommunications, pp. 103-8, April, 1993. 
[18] Potter, W.D.; Pitts, R.; Gillis, P.; Young, J. and 
Caramadre, J., "ID A-NET: An Intelligent Decision Aid for 
Battlefield Communications Network Configuration", 
Proceedings of the 8th Conference on Artificial 
Intelligence for Applications, pp. 247- 53, March, 1992. 
[19] Rahali, I. and Ga.i"ti, D., "A Multi-Agent System for 
Network Management", Integrated Network 
Management,// edited by I. Krishnan and W. Zimmer, 
1991, pp. 469-480. 
[20] Ray, P. & Fry, M. "Integrated Management: Emerging 
Trends and Future Challenges", Proceedings of Eighth 
Joint Workshop on Computer Communication, Taipei, pp. 
E2.1-1 toE2.1-9, 1993. 
[21] Rose, M.T., "Challenges in Network Management", 
IEEE Network, pp. 17-19, November,1993. 
[22] Shah, S., Arellano, P., "AI-based Network 
Management for the Defence Switched Network", 
MILCOM '90. A New Era. 1990 Military 
Communications Conference., pp. 1058-61, October, 1990. 
[23] So, Y and Durfee, E.H., "Distributed Big Brother", 
Proc. of 8th Conference on Artificial Intelligence for 
Applications, pp.295-301, March 1992. 
[24] Terplan, K (1987) Communications Networks 
Management, New Jersey, Prentice Hall, 1987. 
[25] Yuhas, B., Humphries, C., "Characterising DSO-rate 
Traffic using Neural Networks", GLOBECOM '92. 
Communication for Global Users, pp. 1319-23, 
December, 1992. 
[26] Weihmayer, R. and Tan, M. "Modelling Cooperative 
Agents for CUSTOMER Network Control Using Planning 
and Agent-Oriented Programming", GLOBECOM '92. 
Communications for Global Users. IEEE Global 
Telecommunications Conference, pp. 537-43, December, 
1992. 

Australian Journal of Intelligent Information Processing Systems Autumn 1995 


